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1. Abstract
This document explains how a developer should go about developing a package of User-Defined Functions (UDFs) for Excel, which are to be used across the client and server platforms with the 2007 Microsoft® Office System. It addresses  existing Excel UDFs as well as  developing new code.
2. Overview
2.1. Prerequisites

This document assumes that the reader is familiar with the development and usage of user-defined functions (UDFs) for both Office Excel and the new Excel Services in Office SharePoint Server 2007.

2.2. Scenarios

There is a huge existing investment in Excel UDFs. Some of the main usages include:

· Custom calculation packages

· Custom data feeds

Office SharePoint Server 2007 has a new capability to deploy Excel spreadsheets on the server side – Excel Services. Our purpose is to enable our customers to leverage existing UDF-based Excel solutions on Office SharePoint Server.

There are two main scenarios that require UDFs to work across client and server:

1. “Open in Excel” from Excel Services:
· Browse to a spreadsheet on SharePoint Server.

· At some point – “Open in Excel”.

· UDFs called from the spreadsheet keep working on your machine.

2. Design a spreadsheet for the server:
· Excel is the design platform for server-side spreadsheets.

· Once saved to the server, UDFs called from the spreadsheet keep working on the server.
The challenge in implementing cross client and server UDFs lies with the fact, that the Excel client and Excel Services are based on different technologies.

· Excel is a client-side native code application, which supports a host of native code add-in technologies: VBA, COM, Automation, XLL. Excel’s focus on performance and on design flexibility led to a big investment in XLLs during the development of Excel 2007.

· Excel Services is part of Office SharePoint Server, and is implemented for the most part in .NET (managed) code. As a server feature and platform, Excel Services focuses on server robustness. It supports managed code UDF assemblies for its extensibility.

2.3. Document purpose

This document shows how to bridge the gap between the client and server UDF technologies. It should serve as a developer’s roadmap to creating cross client and server UDF solutions. After reading this document, you should be able to map your particular situation to one of the solution approaches outlined here. You decision will take into consideration both your existing UDF code base and your new design goals.

The following types of UDF solutions are discussed in detail below:

· Reusing UDFs in existing XLL add-ins: For a developer who wants to take an existing set of UDFs, implemented as Excel XLL add-ins, and use them in server-based solutions as well.

· Native function library: For cases where a “core” function library exists, e.g. a set of C++ functions, and a developer wants to base both client and server UDFs on functions in this library. This may also be a good option for some existing XLLs, which do not lend themselves easily to being used directly as per the “Reusing UDFs” approach.
· Managed UDFs: Writing UDFs in a .NET assembly, and using it on both client and server.

The last section briefly talks about some other alternatives.

3. The building blocks

3.1. Excel 2007: XLL add-ins
An XLL is a DLL that is written so that Excel can open it directly. One of the most common uses of XLLs is creating UDFs to supplement Excel’s intrinsic functions. Developers who write XLLs do so for a number of reasons, the paramount being performance. When Excel registers an XLL UDF, it adds it to its internal list of functions and calls it just like it would any of the internal functions – without having to go through any intermediate layer such as COM.

We have made three important changes to the XLL interface in Excel 2007, primarily to give developers access to new functionality. With Excel 2007, XLL authors will have support for

· The bigger grid 

· More function arguments 

· Multi-threaded calculation
Other changes allow developers to take advantage of functionality that already existed in prior versions of Excel, but was not exposed to XLLs, such as wide character (Unicode) strings.

Finally, various limitations were lifted, and XLLs can use any arguments that Excel 2007 can – for example, longer strings and more function arguments.

XLLs are clearly Excel’s add-in technology of choice. This document focuses on XLLs as the client UDF technology for writing client and server UDF solutions.
3.2. Excel Services: managed UDFs
Excel Services are a new feature in the Office SharePoint Server 2007 that enables calculation, display and exploration of Excel workbooks on the server.

Much like Excel’s ability to be extended by writing UDFs in Excel add-ins, Excel Services also has an extensibility mechanism for writing UDFs.
Some important design points for those server UDFs:

· They’re managed: Server-side UDFs are implemented as methods .NET 2.0 assemblies. That is to say, Excel Services directly supports only managed code UDFs. Existing native function libraries and Excel UDFs can be used with Excel Services by “wrapping” them with the new style of server managed UDFs; we will see how in the following sections.
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· They’re part of a V1 feature: Excel Services, and its UDFs, have some restrictions:
· No Excel OM: Excel Services does not support an OM (object model) like the one Excel has, and therefore UDFs’ entire interface with the Excel sheet is done thru the method call signature; arguments are passed into the function from the Excel formula, and return values are passed back into the formula.
· Data types: more restrictive than Excel add-ins with respect to supported data types and type conversion.
· Error handling: all exceptions thrown by the UDF code are returned into the Excel sheet as #VALUE errors.
· Simple load / runtime behavior: for example, all UDFs currently run together with Excel Services code in the same .NET application domain.
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· They need to be thread-safe: Excel Services is a server feature, and its calculation engine runs as a multi-threaded backend service, to support multiple user sessions. We have to require (and assume) that all UDFs are thread safe.
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· Security: A couple of things to mention about the way a server administrator can control the security of Excel Services UDFs:
· Excel Services will not load and run just any old method in any old .NET assembly. An admin needs to register the assembly on a server list of trusted UDF assemblies.

· An admin can make use of .NET’s CAS (Code Access Security) infrastructure to restrict UDF access to resources. For example, if a UDF package is simply a collection of math calculation functions, an admin can turn off the UDF assembly’s ability to access web services, external data, native code etc – and make the server environment safer for everyone.
4. Reusing UDFs in existing XLL add-ins

4.1. Approach

When you have an existing set of UDFs implemented as XLL add-ins, you may want to keep using them on the client, but also take advantage of them on the server. This is possible in some cases, and the constraints are described below.
For XLLs that “pass the bar”, you will develop a managed UDF wrapper, with a new .NET method to call each of the XLL UDFs. The method will be responsible for the managed/native interop, and for mapping the C API arguments and return values to .NET types. We sill show how you can use C++/CLI to implement the wrapper.
4.2. The existing XLL add-in
Excel Services UDFs support an interface, which is quite different than XLLs from a programmer’s perspective. Server and client UDFs need to have an identical interface from the Excel sheet designer’s perspective, though. This is why there are some constrains on the nature of XLL UDFs, which can be wrapped and used with Excel Services:
· No callbacks: Excel’s C API, which allows an XLL to call back into Excel (to run Excel functions or to exchange data with the Excel file) is not supported on Excel Services.

· No UI: Excel’s user interface extensions are not supported on Excel Services.

· Thread safe: Excel Services UDFs must be thread safe, therefore the XLLs that they call must also be thread safe.

· No user-specific information as global state: XLLs may assume that global state is in the scope of a single Excel session, but on the server it will extend the single user session to all server-side workbook sessions on the machine. This is quite different, hence incompatible with the client behavior.

· No argument type conversion: Excel is very relaxed with respect to argument and return value type conversion. Being .NET based, Excel Services UDFs are much stricter. ‎Appendix A shows which types are supported, and how do Excel Services UDFs behave for those types in conjunction with various Excel types.

· Specifically, passing cell error values to an Excel Services UDF is not supported.

· In many cases, if you have an XLL that counts on type conversion, you can still use it with Excel Services and achieve very similar behavior. It would require you to know or assume something about the way your UDF is used in Excel workbooks. For example: assume you have an XLL UDF that accepts a string argument, and assume that this UDF typically gets called from numeric cells in addition to cells with string values. You can write an Excel Services UDF wrapper, that will accept an object[] argument; the wrapper will check the actual run-time value of the object, and will make sure it is either a string or a number (and throw an exception for other cases); it will then pass a string as-is to the XLL, or convert the number to a string and pass it to the XLL.
Some XLLs may meet these constraints. Some others may be close enough, and worth your investment in making the necessary modifications. In those cases you can consider using this approach.

If your XLL is designed too far off from these constraints, one option is to consider switching to the next approach described below – Native code function library.
A sample solution to this approach of reusing existing XLLs is in the folder WishExcelHad-XLL of the attachment. Open the solution in Visual Studio 2005. In this solution, the project WehXLL shows native XLL UDFs written in C++. The UDF entry points themselves are the two functions WehWordX and WehWordcountX found in the file WehUDFs.cpp. In the next section, we will see how we wrap them with managed UDFs.  
4.3. The managed UDF wrapper for Excel Services

This wrapper serves as the interface for Excel Services to your XLL UDFs. The classes and methods adhere to the way server UDFs need to be designed, while the calculation logic remains in the XLL. The wrapper deals with all the necessary plumbing in between.

The main design goal for this wrapper: it should expose an identical interface from the sheet designer’s perspective, such that calling each UDF from the Excel sheet will support the same cases (and yield the same results) on the server as it does on the client. This enables you to deploy your client spreadsheets on the server, and have them behave as authored in that new environment.
The C++/CLI language is particularly suitable for creating this kind of native/managed bridge, therefore we will use it to demonstrate writing such a wrapper.

The same sample solution discussed above has another project, WehServerX, that shows a C++/CLI managed wrapper for the above two XLL UDFs. Each wrapper method does a few things:

1. Takes care of string conversion:

a. Acquires native pointers to the managed argument strings.

b. Converts the argument strings from Unicode to Ascii strings.

c. Converts each string from C-style to byte-count (Pascal-style).
2. Calls the XLL UDF.

3. Takes care of mapping the XLL error mechanism into .Net exceptions.

4. Does the reverse of the steps in 1 in case the XLL return value is a string.

In some cases, you will be able to combine the XLL and the managed wrapper into the same DLL, which will serve a dual purpose: it will be loaded as a native DLL in Excel, and it will be loaded by the CLR on the server. This is primarily possible if everything is written in C++ - the XLL and the wrapper. In other cases, you will have an XLL binary (or maybe DLL) and a separate managed assembly.

A few deployment comments for the server:

· In case there are separate DLLs (the XLL and the managed assembly), they are installed to the same folder.

· Your XLL probably contains C API event handler functions, which make calls to C API functions, such as Excel4(). However, since these functions never get called from your new managed wrapper or from Excel Services, you don’t need to have the Excel client run-time available on the server, so you don’t need to install any Office client product.

The following additional comments apply to any managed UDF assembly deployed to Excel Services – not just to our managed wrapper:

· The assembly needs to be added by an administrator to the “Trusted UDF Assemblies” list, so that Excel Services trusts and loads it.

· Server-side Excel spreadsheets reside in “Trusted File Locations” – document libraries or network file shares that are listed with Excel Services as trusted locations from which to open Excel files. An administrator has to turn on the “Enable UDFs” option for each trusted file location that contains spreadsheets that need to call UDFs. For security purposes, this option is turned off by default for a new trusted file location.

· An administrator can use the .NET CAS tool to control Code Access Security for the UDF assembly. One permission that must be granted to it is the permission to call native code, since this assembly is only a wrapper to a native XLL. Any other CAS settings can be set and modified; however, keep in mind that they only control what the managed portion of your solution can do. The .NET CLR has no control over the native XLL UDF once it starts executing.

5. Native function library
5.1. Approach

Many companies have invested heavily in all sorts of native code calculation libraries. Sometimes these libraries are used across solutions and platforms. For example, a math library can be used from Excel UDFs, but also from a server solution running on a non-Windows OS. C and C++, as standard languages with cross-platform implementations, have made this easy to do.

This chapter shows how to use such a function library as the basis for Excel UDFs that can run on both client and server. The idea is simple: you create two types of wrappers, one for Excel client and one for Excel Services. The two wrappers expose an identical interface to the Excel sheet designer, so calling each UDF from the Excel sheet looks and feels the same in both cases, making it possible to use the same spreadsheets on both sides.
5.2. The core native function library

The requirements from a function library, in order for it to be usable in a client/server UDF solution, are quite similar to the requirements from existing XLLs. General-purpose calculation libraries should typically be compliant, since they are written as pure calculation algorithms, without Excel-specific UI, event handling, data types, callbacks etc.
The function library can be a DLL or a static library; we will demonstrate the concept using a DLL.
The relevant sample solution is in the folder WishExcelHad-core of the attachment. Open the solution in Visual Studio 2005. In this solution you’ll find the class WehText, which demonstrates a C++ core calculation library, with the two methods Word and Wordcount.  

5.3. Create an XLL wrapper add-in for Excel

This XLL wrapper has the structure of any standard XLL with UDFs. The main difference is that the calculation logic is implemented somewhere else. Each UDF in the XLL has to map Excel’s C API arguments and return values to simple C / C++ function calls.

The sample solution demonstrates this in the project WehXLL.

5.4. Create a managed UDF wrapper for Excel Services

This wrapper is essentially the same as the managed wrapper described above in the “Reusing UDFs” chapter, but it is simpler: it does not need to deal with the intricacies of mapping to Excel’s C API, because it wraps a simple function library. It still needs to take care of managed-to-native interop and expose Excel Services-attributed UDF methods.
The sample solution demonstrates this in the project WehServer.

6. Managed UDFs
6.1. Approach

If you want to develop your UDF library in managed code (see “Things to consider” below for some possible reasons), or you already have a managed code function library, this approach may be appropriate for you.

The idea here is that you develop a core managed function assembly, and then wrap it with an XLL add-in for Excel client, and a UDF assembly for Excel Services.

The reason to keep the UDF assembly separate, as a wrapper, is that the UDF assembly refers to an Excel Services run-time assembly (found on the server), and you want to keep the client side of your solution independent of that server run-time, which is not available on the client.

If you don’t mind deploying the Excel Services run-time UDF assembly on client machines, together with your UDF and the XLL wrapper, then you can simplify this approach by adding the server UDF attributes to your core managed function library, and avoiding the need for a server wrapper.

6.2. The core managed function library

This is a “pure” calculation library, free of any Excel client or Excel Services APIs and considerations.

The constraints are similar to those of the core native function library we saw in the “Native function library” approach, with the obvious differences between native code and the .NET CLR.
In our code sample, we combine the core managed library with the server UDF assembly, avoiding a managed wrapper. Adding the server attributes is all there is to it – there’s nothing else that’s Excel Services specific in this code.
The relevant sample solution is in the folder WishExcelHad-Managed of the attachment. Open the solution in Visual Studio 2005. In this solution, in the project WehServerM, you’ll find a class by the same name, with our two UDFs implemented as managed methods (and also attributed as Excel Services UDFs).
6.3. Create an XLL wrapper add-in for Excel

This XLL wrapper is similar to the one we saw in the “Native function library” approach, but it also needs to take care of interop to a managed assembly. 

In the sample solution, the project WehXLL shows a C++/CLI XLL, where the two UDF methods call the equivalent methods in the managed WehServerM class.
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6.4. Create a managed UDF wrapper for Excel Services

This wrapper is the simplest of all: for each managed function in the core library, the wrapper exposes a UDF, which has an identical interface, and a single statement – a call to the core function. The only added value here is the Excel Services attributes, which make these functions recognizable to the server as UDFs. 

As mentioned in ‎6.2 above, we don’t demonstrate a separate wrapper in our attached sample; it is combined with the core managed library.
7. Things to consider
7.1. Spreadsheets

Some limitations apply to Excel spreadsheets, which use UDFs and are deployed on both client and server.

The main limitation has to do with data type conversion. Excel Services will do much less type conversion than what Excel does with native UDFs. This means, for example, that if a UDF defines a double argument, the sheet should be calling it with a number – not a string. Passing a string will succeed on the client and fail on the server.

‎Appendix A shows how Excel Services handles types in the interface with UDFs.
7.2. Performance

The “Existing XLL” and “Native function library” approaches are optimal on the client. The code incurs no interop costs whenever a UDF is called. In addition, XLLs specifically perform better than other add-in types: they are called directly by Excel (no intermediate interface layer), and in Excel 2007 they enjoy multithreaded recalculation (UDFs in other add-in types do not take part in multithreaded recalculation). On the server, these approaches are sub-optimal, because the server makes a call to the managed UDF wrapper, and then an interop transition outside of the CLR occurs in order for the wrapper to call the native UDF. This may not be an issue, if your solution has few UDF calls and spends a long time in a complex algorithm within the UDFs. The overhead becomes less significant. When many short-lived calls are made, and in particular when large arrays are passed into and out of the UDF, there may be a significant performance hit.

The “Managed UDFs” approach is best for server solutions. No interop hops occur when a UDF is called. And on the client, when wrapped with an XLL UDF, the managed UDF will have the best performance possible for a managed UDF in Excel.
7.3. Security

.NET has the concept of Code Access Security (CAS). With CAS, both the code developer and the deploying administrator can control the type of resources to which the code has access, to a fairly granular level. For example, code access to external data can be granted or prevented; the ability to call web services can be controlled.

From a server security perspective, the “Managed UDFs” approach is by far the best. When a native code UDF runs on the server, once the CLR called out into the native “wild”, it can no longer control the UDF’s access to resources.

7.4. Robustness

Your server UDFs run within a server process, shared by many users. A severe bug in native UDF code may cause the server process to crash, taking many users’ session state down with it. With managed code, most exceptions can be caught and handled, making it less likely that a UDF will bring the server down.
Therefore, the “Managed UDFs approach” is superior from a server robustness perspective as well.

7.5. What is right for me?

This really depends on your situation. If you have a big investment in native code, or if your UDF-based solution is likely to be used frequently on the client, you may favor native code over server considerations.
However, when your solution is designed to run mainly on the server, and the Excel client serves primarily as the authoring environment for server-side spreadsheets – you may want to seriously consider investing in writing your UDFs as managed code, and using a native wrapper to call them on the client – the “Managed UDFs” approach.
8. Alternatives

8.1. Existing automation add-ins with UDFs
You can easily use your existing Excel automation add-ins with Excel Services. Visual Studio can automatically generate an interop assembly for an automation add-in DLL. All you have to do is create a simple managed wrapper that exposes an Excel Services UDF for each UDF in the interop assembly, and just calls it and returns its value. Of course, the same constraints as in XLLs apply as to which add-in is a valid candidate for providing Excel Services UDFs.
8.2. Managed automation add-ins
When discussing managed function libraries above, we recommended wrapping them with XLL add-ins for Excel client. This is the preferred way to go in terms of both performance and the best integration with Excel (including new Excel features such as multi-threaded calculation).

XLL add-in wrappers take quite an effort to develop. In some cases, you may want to consider using managed automation add-ins instead. They are much easier to develop, but have their own down sides. They don’t take advantage of multi-threaded recalculation; they slow Excel down on first use of any of them (they all get looked up and loaded at that point); and their performance is not as good as XLLs, since they go through a COM layer for their interface with Excel. But for some applications, e.g. if you only have a handful of functions, these limitations may be acceptable, and the easier development may trump them. 

Good reading about managed automation add-ins can be found in the following blog entries:

· http://blogs.officezealot.com/whitechapel/archive/2005/01/29/4005.aspx (by Andrew Whitechapel)
· http://blogs.msdn.com/eric_carter/archive/2004/12/01/273127.aspx (by Eric Carter)
Appendix A – Data Type handling with Excel Services UDFs
9. Argument data types

9.1. Supported types

The following table defines the pairing between an Excel type of a value that is passed to a UDF argument, and a supported argument .NET type. It explains the behavior of each pair (i.e., what gets passed to the UDF in the argument), or states the cell error that is returned to Excel (instead of calling the UDF) in case the pair is not supported.

	UDF arg(1) \ Excel
	Double
	String
	Boolean
	Empty
	Error

	All numeric(2)
	Try to cast

#NUM on error
	#VALUE
	#VALUE
	0
	#VALUE

	String
	#VALUE
	Simple marshalling
	#VALUE
	“” (String.Empty)
	#VALUE

	Boolean
	#VALUE
	#VALUE
	Simple Marshalling
	False
	#VALUE

	DateTime(3)
	Convert Excel’s representation of date/time in a Double into .NET’s representation.
	#VALUE
	#VALUE
	#VALUE
	#VALUE

	Object(4)
	Boxed Double
	Object is a reference to the string.
	Boxed Boolean
	null
	#VALUE


(1) Types are in the System namespace. These and only these are the supported argument types.

(2) The term “All numeric” refers to the following types:

Double, Single, Int32, UInt32, Int16, UInt16, Byte, Sbyte

    Specifically, Int64 and UInt64 are not supported types.

(3) Date/time in Excel is really a Double internally, but the representation (algorithm to encode date/time as Double) is different from .NET’s, and conversion is necessary. Therefore UDF arguments support DateTime as an explicit type, and Excel Services convert any Excel Double into a .NET DateTime when the argument is of type DateTime (assuming that the Excel Double is actually a date/time).

 (4) Scalar object arguments are not supported; only one- or two- dimensional object arrays are supported (see Arrays and Ranges below). The table row here only defines how each cell in the range that is passed into the array is handled.

9.2. Type errors

· If a formula value passed into a UDF argument cannot be converted to the argument type due to size, the UDF call fails, and a #NUM! error is placed in the result cell(s) / formula.

· In case of a type mismatch between the formula value and the argument type, the UDF call fails, and a #VALUE! error is placed in the result cell(s) / formula. A type mismatch means that the Excel / .NET type pair is not supported by Excel Services. The same is true for a value mismatch, e.g. if type conversion fails (for DateTime) because the value cannot be converted to the destination type.

· If a UDF argument is of an unsupported type, the UDF call fails, and a #VALUE! error is placed in the result cell(s) / formula.

9.3. Arrays and ranges

· Excel Services support UDFs with one- or two- dimensional Object array arguments.

· As a clarification: only arrays of type Object are supported; arrays of strong types are not supported.

· In C#, this means supporting object[] and object[,] arguments.

· Only contiguous Excel ranges can be passed as arrays.

· The type Object is supported only in array arguments – not as a scalar.

· One-dimensional arrays: Treated as two-dimensional arrays with a single element in the other dimension. They can receive a range of cells in a single row in Excel, i.e., their index represents a column number.
· Two-dimensional arrays: They can receive an Excel range, such that the 1st index designates a row, and the 2nd index designates a column. In C#, for example, if a 2D argument array is defined as:

int[,] a

then you’d index it like so:

a[row,col]
· Passing a single value: an array is created, with the size of (1) or (1,1), and the value is packed in it.
· Passing a range: Excel Services copy the range contents into an array that fits the description. If the rank (dimensionality) of the array argument does not fit in the dimensionality of the range that is passed in, #VALUE is returned. Note that a single cell will always fit inside a one- or two- dimensional array. A one dimensional array will always fit inside a two-dimensional array.
9.4. Parameter arrays

Excel Services support UDFs that define parameter arrays (arrays that enable passing a variable number of scalar arguments, which appear to the method as elements of an array).

Parameter arrays can only be typed (as the parameters) or of an object-array type. For example:

int ElipsisMethod1(params int[] intparams)

int ElipsisMethod2(params object[][,] arrayparams)

10. Return value data types

10.1. Supported types

The following table defines the supported UDF return value types. For each supported type, Excel Services pass a VARIANT of a certain type to the Excel cell / formula. The VARIANT type is defined in the table. Excel code then sets the VARIANT value into the cell or formula.

	UDF Return(1)
	Excel

	All numeric(2)
	Cast to Double.

	String
	String

	Boolean
	Boolean

	DateTime
	Excel’s Double date representation, to the extent that the value is supported. Excel supports from 1/1/1900 to 12/31/9999 (more accurately, up to the double value 2958465.9999); .NET DateTime supports 1/1/0001 to 12/31/9999 (more accurately, up to the double value 2958465.99999999). For any .NET DateTime value outside the supported Excel range, #NUM! is returned.

	Object[]

Type[]
	Array formula. Just like with normal arrays/ranges returned in Excel, if applied to a single cell, the first value in the array (index 0) goes into the cell. 

	Object[,]

Type[,]
	Array formula. Just like with normal arrays/ranges returned in Excel, if applied to a single cell, the first value (col =0, row = 0) goes into the cell. 

	Object
	Excel Services check if the object is of one of the types described above and behave the same.

	Object (Null)
	Treated as an empty/null string.


(1) Types are in the System namespace. These and only these are the supported return value types.

(2) The term “All numeric” refers to the following types:

Double, Single, Int32, UInt32, Int16, UInt16, Byte, Sbyte

    Specifically, Int64 and UInt64 are not supported types.

10.2. Type / value errors

In case of an unsupported return value type, or an unsupported return value, the UDF call fails, and a #VALUE! error is placed in the result cell(s) / formula.

10.3. Arrays and ranges

· Excel Services support UDFs that return a one- or two- dimensional .NET array. Such UDFs can be used successfully in array formulas.

· Just like with normal arrays/ranges returned in Excel, if applied to a single cell, the first value in the array (index 0 in the 1D  case; indices 0,0 in the 2D case) goes into the cell.

· One-dimensional arrays: Treated as two-dimensional arrays with a single element in the other dimension. They map to a range of cells in a single row in Excel, i.e., their index represents a column number.
· Two-dimensional arrays: They map to an Excel range, such that the 1st index designates a row, and the 2nd index designates a column. In C#, for example, you’d define a 2D array to be returned by a UDF in the following way:

int[,] a = new int[nRows,nCols];

Appendix B – Deploying an XLL with the managed UDFs that it wraps

Section ‎6 shows how to wrap a managed library written in C# with an XLL. To make developing and deploying the solution easy, we’d like to be able to run both the XLL and C# assembly from the same location.
Assemblies are searched in the location of the binary program loading them. When Excel loads our XLL, it will try to load the C# assembly from the folder where Excel.exe resides (typically, c:\program files\Microsoft Office). The options that we have for deploying our C# assembly are as follows:
1. Place the C# assembly in the Microsoft Office directory.

2. Strong-name the C# assembly, and place it in the GAC.

3. Tell the CLR where to find this specific assembly.

4. Load the assembly in a separate app domain, and set its base directory to be the appropriate one.

For deployment and development simplicity, we implemented the 3rd option in our code sample.

To do this, we used the AppDomain.AseemblyResolve event to get notifications whenever the CLR wants to load a new assembly. Each time a load event occurs, our code checks to see if this is the specific assembly it needs to load. If it is, it will load the assembly manually by using the Assembly.LoadFrom() method and return it to the caller.
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Why did we actually “go managed”?


Managed code for enterprise-level solutions is becoming more and more popular, because of the many advantages that .NET code has to offer. Robustness and security are among the important advantages. Some of you may already be engaged in developing managed UDFs or other types of managed solutions. With Excel Services, we focused specifically on server stability, and we felt that using .NET as the basis for our extensibility would be the right thing to do in this respect.





Why all the restrictions?


In Office SharePoint Server 2007 we introduce the first implementation of Excel Services and of its extensibility mechanism. To start with, we simply had to prioritize the support for various features in Excel Services (even regardless of UDFs), and not everything made it for this first version. Moreover, we know that going forward we will be doing a lot of thinking around managed interfaces and extensibility for Excel – both on the client side and on the server. We want to make sure that your initial investment in managed UDFs is secured, and that at the same time we are not constrained in any way when we design the best possible infrastructure in the future.





What’s in it for me?


If you have thread-safe XLL UDFs (or you intend to invest in making them thread-safe), then you can gain in both worlds: your UDFs will enjoy multithreaded calculation when called from Excel 2007, and in addition they will be able to run on the server in the context of many concurrent user sessions.





Some technical notes


There are some particular things to pay attention to with this XLL wrapper:


The C++ file with the UDFs (in this case, WehUDFs.cpp) has to have CLR support turned on. This is the /clr compiler option, or in Visual Studio’s property page for the CPP file, select C/C++ -> General, open the drop-down menu for the option “Compile with Common Language Runtime support”, and select the 2nd option (/clr).


This XLL needs to load the assembly with the actual managed functions. We want to deploy the XLL and the managed assembly to the same folder, and make sure that the CLR finds and loads the managed assembly. � REF _Ref144550095 \r \h � \* MERGEFORMAT �‎Appendix B� shows how to make this happen.








